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Agentforce unlocks new potential, but 
also creates new risks

From summarizing records to 
autonomously handling customer service, 
Agentforce transforms not just what gets 
done in Salesforce, but how it gets done. 
AI agents analyze, interpret, and act on 
your data – sometimes before a human 
even sees it. That’s powerful, but also 
risky.

This opens the door to often invisible 
threats:

•	 AI agents sharing unsafe URLs or files
•	 Malware hiding in legacy attachments
•	 Unfiltered input through chats, forms, or 

uploads

Traditional CRM workflows are rule-
based and linear: step 1, then step 2, all 
the way to step 5. But AI agents don’t just 
follow scripts. They work backward from 

outcomes, dynamically deciding what 
information is needed and how to get it.

For example, if a customer starts by 
asking about pricing (step 5), the agent 
can still gather all prerequisite info (steps 
2–4) behind the scenes, without forcing 
the user through a rigid sequence.

This flexibility makes agents far more 
effective, but also harder to govern. The 
more autonomous they become, the 
more urgent it is to ensure the content 
they access or share is safe. And 
Salesforce doesn’t natively scan for 
malicious content in real time. That’s your 
responsibility.

Sharing unsafe 
URLs or files

Unfiltered input through 
chats, forms, or uploads

Malware in legacy 
attachments
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Traditional automations are like trains on rails: fast but fixed. 
They follow a strict step-by-step path, and if the user jumps 
ahead, the system breaks.

Agents don’t follow tracks – they 
navigate like GPS

Autonomous agents think like GPS. They understand the goal, adapt to what’s 
already known, and gather missing information in the most efficient way, even if it’s 
out of order. 

But flexibility comes with risk. Like GPS taking an unexpected route, agents can 
access or share unsafe content without warning. That’s why real-time security is 
essential. Every file, link, or message is scanned the moment it’s touched.

Autonomous agentStatic workflow

Adapts path to goalFollows fixed steps 

Gathers data as neededBreaks if steps skipped

Context-aware, 
responsive

Predefined sequence
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WithSecure Cloud Protection for Agentforce is a native 
security layer for AI-driven Salesforce environments. It 
ensures that every file, link, and message your agents
process is scanned and secured—in real time, with no external 
rerouting.

WithSecure Cloud Protection 
for Agentforce: your real-time 
security layer

•	 Detects malware, phishing, and zero-day threats in agent inputs and outputs
•	 Verifies URLs shared or generated by AI agents before they reach users
•	 Understands unstructured content like chats, uploads, and case descriptions
•	 Works natively in Salesforce, aligned with the shared responsibility model

Agentforce boosts your productivity. WithSecure keeps it safe to scale.
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The biggest mistake? Waiting too long to begin. The 
second-biggest? Waiting too long to secure it.

1. Start early, but not in a vacuum

Start by piloting a focused, high-impact 
use case—something measurable and 
low-risk, like case routing, knowledge 
article retrieval, or internal onboarding.

But also test for security exposure:

•	 What kinds of data will the agent 
access?

•	 Will it process attachments or  
user-generated input?

•	 Can it share content externally—and is 
that content safe?

WithSecure ensures you’re protected 
even during testing, where surprises often 
emerge.

Don’t use your Agentforce credits on simple automations that can 
be achieved with other tools. Save LLMs for contextual, cross-
system workflows where they add real value.

Tip
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Start with structured data

2. Smarter agents rely on clean, 
connected data—structured and 
unstructured

Salesforce gives you a strong foundation 
of built-in tools to manage structured 
data—like leads, opportunities, and 
account details.

Native Salesforce tools:

•	 Data Loader – for bulk  
import/export of records

•	 Validation rules – to enforce 
consistency and accuracy

•	 Salesforce Flow – to apply logic, 
update fields, and orchestrate 
workflows

Structured Unstructured

Third-party tools to boost structured 
data quality:

•	 DemandTools, Odaseva, and 
Informatica – for deduplication, 
enrichment, cleansing, and advanced 
rule application

These tools help agents make decisions 
on reliable data, not guesswork. This is 
essential for agents to make fast, accurate 
decisions. But structured fields only tell 
part of the story.
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Don’t ignore the unstructured layer

Not all critical context lives in structured 
fields. Unstructured content is where the
richest insights – and biggest risks – hide.

AI agents interact with unstructured data 
every day:

•	 Case summaries
•	 Customer chat transcripts
•	 Contract documents
•	 Uploaded PDFs and slide decks
•	 Emails and inline attachments

This unstructured content often holds the 
insights that make or break an agent’s
usefulness, but it also carries hidden 
risks.

Unstructured = unseen risk

Unstructured inputs can contain:

•	 Malware (in attachments)
•	 Phishing URLs (in support  

cases or forms)
•	 Hallucinated content from AI that  

gets passed to users

And here’s the challenge: Salesforce 
doesn’t scan or block these in real time.

WithSecure Cloud Protection for 
Agentforce fills that security gap. It scans 
and secures:

•	 Files accessed or shared by agents
•	 URLs embedded in messages
•	 Natural language content (e.g. AI-

generated summaries or outbound 
responses)

All done natively in Salesforce. No 
rerouting or external steps needed.

Refine as you go

Start with what you have. Early agent 
testing will expose gaps in logic, in 
structured data, and unstructured flows. 
That’s not a failure. It’s how you learn, 
adapt, and build a system that’s both 
smarter and safer.
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3. Break the silos

AI pilots often stall because business and technical teams aren’t 
aligned. In fact, 60% of AI pilots fail to show ROI because they 
weren’t designed around real business
outcomes.

Bring stakeholders together early:

•	 Salesforce admins for data and automation
•	 Security teams for risk and governance
•	 Business leaders for use case alignment

Security isn’t a separate track but a foundational element to success.

Source: Salesforce

Security 
teams

Salesforce  
teams

Business 
teams
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4. Control what agents see and share

Agents don’t know what they shouldn’t do

AI doesn’t know what it shouldn’t do. If it has access to sensitive data, it will use it. If it
receives a malicious link, it may share it. Without guardrails, agents can become blind
spots in your environment.

WithSecure Cloud Protection for Agentforce secures:

•	 Content entered by users (forms, uploads, chat)
•	 Content accessed by agents (files, attachments)
•	 Content generated or shared by agents (messages, summaries, links)

That’s protection no other layer provides.

Risk can spread across agents

Even low-risk agents can become high-impact if malicious data flows through them. A
minor entry point – like a phishing link in a form – can escalate if agents hand off tasks
between each other or access backend systems. The more autonomy you give, the
more important it is to secure shared data. Security must always follow the data.
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5. Build for change and continuity

Don’t set it and forget it. Build operational muscle for:

•	 Scanning legacy data (where dormant malware may hide)
•	 Securing new integrations and user groups
•	 Monitoring agent behavior and interaction logs
•	 Running restore tests, not just keeping backups

Treat your agents like new hires. At first, they need tight oversight – daily testing, close 
monitoring. As they mature, shift to weekly reviews and periodic audits. This improves 
reliability and reduces unintended actions as autonomy increases.

10-step autonomous AI pilot framework – adapted from 
Salesforce’s framework
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Engage partners – use 
ecosystem tools and experts

Prepare data – focus on clean, 
structured, contextual data

Clarify responsibilities –  
define what your agent will  
and won’t do

Define the problem – link to 
a real business goal

Validate fit – confirm 
Agentforce is the right match

Start small – choose a 
repeatable use case

Apply guardrails – avoid rigid 
instructions which can trigger 
hallucinated output. Add real-time 
security at every input/output point

Test aggressively – try to break it

Measure outcomes – accuracy, 
efficiency, satisfaction

Plan for scale – build in 
governance and iterate until 
maturity is reached



Final takeaways

•	 Start fast. Pilots that launch early learn faster.
•	 Start smart. Clean data, business alignment, and scoped use 

cases are your foundations.
•	 Start safe. WithSecure Cloud Protection is the real-time, native 

layer that ensures your AI agents don’t become your next attack 
vector.

Autonomous innovation without protection is exposure. Build both 
into your Agentforce journey – from day one.

Don’t just build smart agents.  
Build safe ones.

Is your Agentforce environment truly secure?

Before your agents go live, ask yourself:

•	 Can you see what files, links, or messages they’re sharing?
•	 Can you block a phishing link in real time?
•	 Can you secure unstructured content like chats and uploads?

If not, WithSecure Cloud Protection closes that gap.

Agentforce-native. Real-time. Purpose-built for autonomous Salesforce workflows.

Get it from AgentExchange

Are you building automation or autonomy? Autonomy 
is responsive, context-aware, and scalable. Build for 
that from day one:

https://cloudprotection.withsecure.com/agentforce
https://appexchange.salesforce.com/appxListingDetail?listingId=4e68654d-e1da-438e-be5b-aa9e4cb9849f

